
  

 

Abstract—Assessment of vestibular function in adult 

populations is typically conducted in controlled clinical 

environments by trained otolaryngologists using costly, 

specialized medical screening equipment. This limits the ability 

of first responders to carry out any sort of robust screening or 

triage for vestibular dysfunction at the point of injury, often 

resulting in a failure to recognize the subtle symptoms of 

vestibular injuries that can be present directly following a head 

impact or barotrauma. Responders need access to systems that 

effectively guide them through the appropriate vestibular 

screening techniques to support them in the diagnosis of 

vestibular dysfunction at the point of injury, and assist with the 

administration and future assessment of these procedures. To 

support this need, we have created a system that combines 

inexpensive commercial off-the-shelf hardware components 

with a flexible and customizable procedure administration and 

documentation framework to create a robust vestibular function 

assessment package. 

 

Index Terms—Medical diagnosis, vestibular function, 

unity3d, virtual reality.  

 

I. INTRODUCTION 

Patients exposed to direct impact trauma or barotrauma 

need accurate and timely assessment of vestibular function 

(VF) to identify potentially life threatening problems as well 

as to mitigate the risk of permanent damage. Head injury can 

result in symptoms of vertigo, dizziness, and imbalance, 

symptoms which are often related to vestibular dysfunction 

[1]. As determined by the workshop for Military mild 

traumatic brain injury (mTBI) diagnosis, “There is an urgent 

need to identify a diagnostic test battery that will reliably 

provide an objective diagnosis of concussion soon after the 

trauma” [2]. While assessments need to be made as close as 

possible to the point of injury, this is often impossible due to 

the fact that only trained otolaryngologists using specialized 

(often bulky and expensive) medical screening equipment are 

able to make accurate diagnoses. 

Initial assessment and diagnosis is often attempted by 

first-level responders, who may be untrained in the various 

means to assess vestibular dysfunction, of which indicators 

are subtle. An incorrect diagnosis of fitness can lead to the 
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risk of further injury to the patient or others [3], as well as 

unnecessary assessment, treatment, and follow-up costs 

associated with brain injury symptoms [4]-[6]. Increased 

frequency of incorrect diagnoses is partially due to a lack of 

ability of first-level responders to properly assess VF. 

Vestibular dysfunction symptoms are often present directly 

following a concussive event; however, due to dynamics of 

the environment and/or the skill of the first-level responder, 

these symptoms are often missed, not adequately evaluated, 

or misdiagnosed due to a lack of familiarity with the subtleties 

of impaired VF. Further, current generation assessment 

instruments fail to support responders while they conduct 

robust assessment of VF. Reasons for this include the 

instrument’s ability to only assess a limited scope of VF, 

being difficult or impossible to use outside of an ideal medical 

environment, being costly to develop and use, being 

developed for a specific or target group (e.g., elderly patients), 

and lacking robust output measures that are simple to 

integrate and interpret.   

Additionally, responders lack the ability to properly 

identify which procedures are necessary to assess the 

concussive event that has occurred, and lack a fieldable 

screening kit that can assist them with the administration of 

the procedures once the proper procedure battery has been 

identified. Therefore, to support non-vestibular experts in 

carrying out effective screenings for vestibular injuries and 

inform decisions to either clear potentially injured individuals 

or route them to higher level facilities for diagnosis and 

treatment, this paper presents a framework that has been 

developed to translate a suite of clinical assessment 

procedures for in-field application as part of a low-cost, 

portable VF screening kit, referred to as ADVISOR. This 

paper details this framework, which encompasses two main 

components. First, it employs a flexible and customizable 

procedure administration and documentation system 

developed and deployed on a mobile platform to aid in the 

identification, administration, and instruction of a suite of 15 

procedures for assessing different aspects of vestibular health. 

Second, it leverages commercial off-the-shelf (COTS) 

hardware with integrated sensor technology to allow 

non-vestibular experts to conduct assessment procedures by 

imposing constraints that ensure accurate and safe 

administration of VF assessment procedures. In particular, 

this paper’s scope will detail our approach (with particular 

focus on the constraints imposed) to 6 of the 15 procedures 

included within our ADVISOR application, a subset which 

have been implemented within a head mounted display 

(HMD). 
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II. METHODOLOGY 

A. Selecting Assessment Procedures 

To enable assessment of VF in a non-clinically controlled 

environment and with only portable screening equipment, the 

ADVISOR effort investigated a large number of clinical 

assessment procedures with the help of otolaryngology and 

vestibular neurologist clinicians. Fifteen assessment 

procedures (e.g., subjective visual vertical, dynamic visual 

acuity, ocular and cervical vestibular evoked myogenic 

potentials, vestibular sensory organization test) were selected 

for implementation on the ADVISOR platform based on their 

clinical relevance and their ability to be carried out in a 

non-clinical setting using a mobile device and HMD. 

Additional criteria for selection included proven clinical 

testing reliability, required equipment to support a procedure, 

diagnostic capabilities, procedure duration, and the level of 

responder involvement. The final set of procedures enables 

robust assessment of VF, with different methods offering 

benefits that can be employed based on the context of a given 

evaluation (e.g., suspected injury type, time allowed for 

testing, and other potential patient injuries). Once the initial 

suite of procedures was identified, focus was shifted to 

defining the required functionality for administration of these 

procedures in non-clinical environments, which among other 

factors included: (1) what stimulus needs to be presented to 

support different procedures; (2) what patient responses need 

to be captured to assess a patient’s vestibular health in 

response to a given stimulus; and (3) what constraints can be 

implemented to ensure accurate and consistent administration 

of assessment procedures.  

B. Flexible Documentation Framework for Procedure 

Administration 

 
Fig. 1. Flexible documentation framework, detailing the specifics of each 

procedure (when expanded) including an overview, procedure duration, 

assessment strengths, risks, responder involvement, and required equipment. 

 

ADVISOR is driven primarily by its flexible and 

customizable procedure administration and documentation 

framework, a graphical user interface (Fig. 1 and Fig. 2) used 

for selecting and administering the various procedures 

included within our suite. This framework contains various 

elements, including the information identified as necessary to 

present to the responder, information on each examination, 

and all of the interaction elements specific to the selected 

procedure. 

 

 
Fig. 2. Flexible documentation framework continued, providing more 

in-depth instructions and setup requirements for a particular procedure. 

Additional information is provided through optional “links” to other 

information screens within the setup instructions. 

 

Different assessment procedures are used to evaluate 

different dimensions of VF (e.g., evaluating utricular versus 

saccular function). The mapping of a specific assessment 

procedure to the dimension(s) of VF it can assess needs to be 

made explicit to allow responders to select an appropriately 

robust battery of procedures for evaluating a patient based on 

the context of the injury, patient, and evaluation environment. 

Since a goal of the ADVISOR system is to enable 

non-vestibular experts to select and administer procedures, 

the application provides all of the information necessary to 

select an appropriate combination of procedures to ensure all 

critical dimensions of VF are screened. Additionally, the 

context of each patient evaluation will differ, so ADVISOR 

supports customization of the assessment workflow for 

different assessment configurations (e.g., different equipment 

requirements, constraints on examinations, lengths of 

examinations, variables collected during each procedure). To 

meet this requirement, our system employs a highly flexible 

and customizable procedure administration and 

documentation framework that allows for the easy addition 

and alteration of an assessment procedure into the workflow. 
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Relative information and meta-data associated with a selected 

procedure, including the dimensions of VF that will be 

identified, equipment requirements, duration, and overviews 

and instructions for the proper administration of the 

procedure, are included and able to be manipulated and 

tailored to specific assessment environments. Additionally, 

this system allows for the inclusion of detailed step-by-step 

instructions for both the responder and patient, as well as 

areas for instructional videos and links to external sources. 

This intuitive and flexible workflow (shown in Fig. 1 and 

Fig. 2) is made possible by the ADVISOR procedure 

administration and documentation framework created within 

the Unity3D game engine.  
 

 
Fig. 3. Flexible documentation framework architecture, detailing the XML 

specifications file for each procedure, our ADVISOR XML parser that 

ingests information and maps tagged content to UI elements, and the 

resulting ADVISOR generated UI. 

 

This framework ingests information from complex text and 

XML (Extensible Markup Language) files that detail each 

step for the selected procedure. Then, depending on the inputs 

contained within these files, generates the appropriate 

procedure documentation screens and user interface (UI) 

elements within our software suite. This is made possible by a 

mapping between the various tagged fields that are allowed to 

be edited/created within the included XML and text files that 

detail instructions for each procedure, and UI elements 

common to the Unity Development environment (Fig. 3). For 

example, a responder can edit the text contained in the data 

files for any procedure under the tag of 

“procedure_description.” At run-time, the application will 

parse the XML, generate a text object, populate the object 

with the specified content, and display the content to the user, 

generating the text object within a specified area (Fig. 3). 

The ADVISOR procedure administration and 

documentation framework generates the above pictured 

workflow. First, it displays various aspects of each procedure 

on the ADVISOR application’s main menu, allowing for an 

intuitive “quick view” of the requirements and strengths of the 

assessment utilizing an accordion-style main menu (Fig. 1). 

Each accordion element’s expanded size is dynamically 

determined at run-time based off the length of content 

included within each element, and is laid out using a vertical 

UI layout. The responder can then advance further into the 

instructions for this procedure, being shown additional 

detailed instructions and videos, pictures, and additional 

meta-information, if this has been included within the 

procedure’s specification files. Additionally, depending on 

the type of procedure and its inputs, the responder is able to 

either launch an external procedure on our head mounted 

display (HMD) (detailed below), or conduct a procedure 

within the workflow, each collecting data relevant to the 

examination itself. Currently, our flexible and customizable 

procedure administration and documentation framework 

allows for three styles of procedures to be included and 

customized within our application: (1) a standard 

questionnaire-based procedure that allows for responders’ 

input through toggles, radio boxes, text fields, and sliders. 

This style additionally allows for flow-chart based logical 

progression through procedures to be specified, allowing an 

enhanced level of versatility during administration (e.g., if a 

patient responds YES to question 4, proceed automatically to 

question 6); (2) a documentation-based instructional 

workflow that details the necessary steps with instructional 

videos and pictures/instructions; and (3) a more complex 

external procedure utilizing the HMD, which will be detailed 

below.  

 

III. SYSTEM IMPOSED ASSESSMENT PROCEDURE 

CONSTRAINTS 

Transitioning clinical assessment procedures that are 

traditionally conducted with specialized equipment in clinical 

settings to a three-dimensional virtual reality (VR) 

environment presented various engineering challenges, 

including the proper scaling and sizing of visual elements to 

match their real-world counterparts and the accurate sensing 

of relevant patient responses. However, the implementation of 

these procedures within a VR environment afforded 

opportunities to enhance assessment accuracy and reliability 

when being conducted by non-vestibular experts. One of these 

opportunities was the ability to impose constraints during the 

assessments that can be implemented as thresholds based on 

different variables being sensed by the VR headset’s motion 

and position tracker. Below we discuss two types of 

constraints that were developed: constraints that are intended 

to keep patient actions within certain thresholds, and 

constraints that are intended to ensure procedures are carried 

out in a safe manner. 

A. Patient Constraints 

Constraints that have been implemented include our ability 

to track the direction a patient’s head is facing throughout 

procedures. The implementation of this constraint is 

necessary because many vestibular procedures require the 

patient to remain facing forward throughout the entire 

assessment, tracking objects with just eye movements. 

Adjustments to the forward facing position need to be 

recorded, and handled differently based on the specifications 

of each procedure. In practice, patient head movement is a 

fairly subjective measure, with the responder deciding the 

degree of change to head position which constitutes a 

significant enough movement for a negative result. The 

ADVISOR application implements complex ray casting and 

head position tracking based on the position of the HMD, 

allowing us to record the exact amount of patient head 

movement during respective assessment procedures. Ray 

casting deals with the utilization of rays, which are essentially 

directed lines originating from the focal eye-points (i.e., the 

left and right eye cameras within the HMD) and tracking out 

into the virtual world indefinitely (Fig. 4). 
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Fig. 4. ADVISOR ray casting and collision library allows for the tracking of 

patient head movement by casting rays into the virtual environment 

originating from the focal eye points (represented by the camera). Collision 

detection is performed with objects in the world, providing object collision 

location details including distances and intersection point (red). 

 

Casting is a commonly used term when dealing with 

three-dimensional virtual environments and volumetric 

projection and visualizations [7], [8], and involves the 

intersection of rays with various objects within the virtual 

environment. Thresholds for acceptable movements during 

respective assessment procedures are included for the six 

HMD enabled procedures, and these thresholds are used to 

construct invisible “threshold objects” within the Unity3D 

virtual environment. These invisible objects are considered at 

each frame (60 times per second), and ray collisions from the 

patient’s focal eye point are detected, assuming the patient’s 

gaze corresponds to the position of the HMD (Fig. 4). We 

perform these checks at every frame due to the level of 

precision required to accurately assess VF with ADVISOR’s 

virtual procedures. However, this granularity presents a 

significant development challenge, requiring our 

implementation to be efficient. As Hong and Kaufman detail, 

the complexities of utilizing a traditional ray casting approach 

in a three dimensional space requires an immense amount of 

resources and memory storage space [7]. Although modern 

advances in graphical processing hardware have made these 

traditional algorithms more feasible, they are still 

computationally expensive, relying heavily on and quickly 

consuming all available video RAM [8]. While Unity 

provides a ray casting implementation with its software, 

exclusively utilizing this library would prove inefficient and 

fail to provide various features necessary for clinical 

application, including the exact position of intersection, the 

objects intersected first (if more than one), the ability to halt 

ray casting once a desired object has been intersected, and 

other efficiency considerations. Therefore, we augmented 

Unity’s ray casting implementation to develop the ADVISOR 

ray casting and collision library for these detections. First, this 

library was implemented with efficiency at the forefront of 

development priorities, as to not create any visual lag or 

staggering in the virtual implementation of the procedures. 

The implementation ensures rays and collisions are only 

calculated when they are required, and not considered during 

any instruction screens or sections within the procedure where 

head tracking is not important. Before conducting any sort of 

ray tracing or collision detection, we utilize the gyroscopic 

sensors on the HMD, determining if any movement has been 

detected from the last frame. If movement has been detected 

(e.g., rotation in either the X, Y, or Z axis), our library then 

continues to determine and “shoot” a ray indefinitely into the 

virtual world. The ADVISOR ray casting and collision library 

then seeks to determine if the ray has intersected with any 

object within our virtual environment. Again, with efficiency 

in mind, the implementation of the invisible threshold objects 

places them in front of any other objects within the world, 

allowing our software to quickly determine if a collision was 

present due to the short distance of the required ray 

calculation. Additionally, once a collision with a threshold 

object is detected, the ADVISOR system is immediately 

alerted, and the ray calculations are ceased for the sake of 

efficiency. 

The collision data can then be used to trigger a change 

within the assessment (e.g., informing the user with visual 

cues if they begin moving towards the threshold, pausing the 

procedure if the threshold is reached, informing the 

ADVISOR system if necessary collision has occurred, or 

encouraging patients to remain within acceptable bounds). 

For example, our implementation of the common “Dynamic 

Visual Acuity Test (DVAT)” is meant to assess visual acuity, 

which is the threshold of visual resolution achieved during 

relative motion [9]. The ADVISOR implementation of this 

common procedure compares visual resolution during patient 

head motion relative to baseline static visual acuity. Therefore, 

our implementation of the common “Dynamic Visual Acuity 

Test (DVAT)” is meant to assess visual acuity, which is the 

threshold of visual resolution achieved during relative motion 

[9]. The ADVISOR implementation of this common 

procedure compares visual resolution during patient head 

motion relative to baseline static visual acuity. The patient is 

first asked to conduct a series of static trials, during which 

they indicate the direction a letter “E” or “C” is facing by 

using a Bluetooth game controller. The letters appear at 

random distance intervals, allowing the ADVISOR system to 

establish static gaze stability. Then, this procedure moves to 

its dynamic trials, which require the patient to continuously 

rotate their head to a specified degree and at a specific time 

interval, while inputting the perceived direction of the letters. 

Using the sensors within the HMD and the ADVISOR ray 

casting and collision library, this specific movement can be 

monitored to a fine degree. The implementation of this 

procedure first trains the patients, creating two visible 

threshold objects in the patient’s line of sight. The procedure 

instructs the patient to toggle their head direction between 

these two objects, playing a metronome alert to which the 

patient should synchronize their movement. Once training is 

complete, the threshold objects are made invisible, and the 

letters again appear on the screen, requiring the user to again 

input the perceived direction the letter is facing, this time 

while maintaining the trained head movement. The patient is 

first asked to conduct a series of static trials, during which 

they indicate the direction a letter “E” or “C” is facing by 

using a Bluetooth game controller. The letters appear at 

random distance intervals, allowing the ADVISOR system to 

establish static gaze stability. Then, this procedure moves to 

its dynamic trials, which require the patient to continuously 

rotate their head to a specified degree and at a specific time 

interval, while inputting the perceived direction of the letters. 
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Using the sensors within the HMD and the ADVISOR ray 

casting and collision library, this specific movement can be 

monitored to a fine degree. The implementation of this 

procedure first trains the patients, creating two visible 

threshold objects in the patient’s line of sight. The procedure 

instructs the patient to toggle their head direction between 

these two objects, playing a metronome alert to which the 

patient should synchronize their movement. Once training is 

complete, the threshold objects are made invisible, and the 

letters again appear on the screen, requiring the user to again 

input the perceived direction the letter is facing, this time 

while maintaining the trained head movement. Utilizing the 

ADVISOR ray casting and collision library, the system is able 

to monitor the movement of the patient’s head, ensuring the 

procedure is administered correctly. If patient movement falls 

outside acceptable bounds (e.g., they are rotating too slowly, 

or not rotating their head enough), the visual stimulus is 

hidden, the metronomic sound resumes, and the procedure 

does not continue until movement has been restored to within 

acceptable thresholds. The data from each trial, including the 

highly customizable and assessment specific collection 

requirements, is then bundled into an easily interpretable 

XML file, which can be viewed as either raw table-based 

information within the ADVISOR application, or as intuitive 

visualizations created dynamically within our application 

suite.  

B. Safety Constraints 

In addition to constraining a patient undergoing assessment, 

the ADVISOR application is able to impose safety constraints 

on the responder to prevent unintended injury to patients 

during evaluations. Many VF assessments, like the Vestibular 

Ocular Reflex (VOR) exam, require the responder to 

introduce various motions or movements to patients, such as 

head thrusts or head impulses, while the patient remains 

focused on a target [2], [9]. However, this can be dangerous if 

the responder is not properly trained in the examination. 

Utilizing the ADVISOR ray casting and collision library 

detailed above, we are able to include safety checks that verify 

movements including direction, rotation amount, and velocity 

are all within acceptable bounds based on established clinical 

standards. If the responder exceeds the predefined safe 

thresholds, the system detects this, and alerts the responder 

via alert notifications including visual and audio cues. Again, 

these constraints are imposed with the aforementioned 

efficiency considerations in mind, only conducting the 

complex ray and collision detection, if necessary. Invisible 

threshold objects are once again used and placed throughout 

the virtual world, this time being used to detect collisions that 

will halt the administration of the procedure. Once collision is 

detected, the system is automatically notified, and the 

procedure is stopped. 

 

IV. RESULTS 

The ADVISOR hardware and software suite has begun 

informal evaluations and testing with clinical specialists, 

including clinicians at Massachusetts Eye and Ear’s Jenks 

Vestibular Physiology Laboratory, Harvard Medical School, 

and at the United States Army Research Laboratories at Ft. 

Rucker, AL. These initial tests have provided a large amount 

of positive feedback, particularly on the fidelity of our 

transitioned procedures into a three dimensional virtual 

environment. Clinicians have provided several 

recommendations for system enhancements that continue to 

be implemented into ADVISOR. For example, one 

recommendation was that each procedure allow for the 

inclusion of audio files that detail the instructions of the 

procedure, so over-burdened clinicians do not need to read 

the instructions explicitly to the patient. To support this, the 

ADVISOR system allows for the inclusion of an audio file 

while detailing the procedure, and includes a button to 

play/stop this audio file within the software. 

 

V. CONCLUSIONS 

The ADVISOR system effectively combines inexpensive 

COTS hardware components with an effective flexible and 

customizable procedure administration and documentation 

framework to create a robust VF assessment package. This 

low-cost and portable solution enables non-vestibular experts 

to effectively administer numerous assessment procedures 

that have been adapted from proven clinical methods to 

support rapid and holistic screening and triage of individuals 

following a head impact or barotrauma. It allows for the 

collection and aggregation of data on various dimensions of 

VF, which when considered in isolation may not provide 

adequate assessment or can yield inconclusive results [2], 

[10]. ADVISOR utilizes modular software engineering 

techniques to create a highly customizable system that 

effectively guides responders to the appropriate procedures, 

and then ensures their proper administration through 

imposition of constraints and safety features throughout. In 

the future, ADVISOR development will aim to extend the 

functionality of the flexible documentation framework to 

allow for the insertion of entirely new procedure structures 

with little to no application code customization. Additionally, 

development of the HMD based procedures will aim to 

augment the ray casting and collision library even further, 

allowing for the rapid detection of movement speed without 

utilizing rays within the three dimensional environment, but 

rather relying exclusively on the information from the HMD 

sensors themselves. 

ACKNOWLEDGMENT 

This material is based upon work supported by the United 

States Army Medical Research Acquisition Activity under 

Contract No.W81XWH-15-C-0041. 

Any opinions, findings and conclusions or 

recommendations expressed in this material are those of the 

author(s) and do not necessarily reflect the views of the 

United States Army Medical Research Acquisition Activity. 

REFERENCES 

[1] F. W. Akin and O. D. Murnane, “Head injury and blast exposure: 

vestibular consequences,” Otolaryngologic Clinics of North America, 

vol. 44, no. 2, pp. 323-334, 2011. 

[2] D. Marion, K. C. Curley, K. Schwab, and R. Hicks, Journal of 

Neurotrauma, vol. 28, no. 4, pp. 517-526, 2011. 

[3] F. R. Sylvia, D. I. Angela, and D. C. Wester, “Transient vestibular 

balance dysfunction after primary blast injury,” Military Medicine, vol. 

166, no. 10, pp. 918-920, 2001. 

Lecture Notes on Software Engineering, Vol. 4, No. 3, August 2016

227



  

[4] M. E. Hoffer, C. Donaldson, K. R. Gottshall, C. Balaban, and B. J. 

Balough, “Blunt and blast head trauma: different entities,” 

International Tinnitus Journal, vol. 15, no. 2, p. 115, 2009. 

[5] M. E. Hoffer, C. Balaban, K. R. Gottshall, B. J. Balough, and M. R. 

Maddox, “Blast exposure: Vestibular consequences and associated 

characteristics,” Otology & Neurotology, vol. 31, no. 2, pp. 232-236, 

2010. 

[6] M. E. Hoffer, K. R. Gottshall, and E. S. Virre, “Vestibular 

consequences of mTBI,” Traumatic Brain Injury, Springer New York, 

2012, pp. 139-147. 

[7] L. Hong and A. Kaufman, “Accelerated ray-casting for curvilinear 

volumes,” Visualization'98, pp. 247-253, 1998. 

[8] H. Scharsach, “Advanced GPU raycasting,” Proceedings of CESCG, 

vol. 5, pp. 67-76, 2005. 

[9] J. B. Clark, “Evaluation of visual vestibular interaction with the 

dynamic visual acuity test,” Micromed Tech News, vol. 20, 1998. 

[10] M. Fetter, “Assessing vestibular function: which tests, when?” Journal 

of Neurology, vol. 247, no. 5, pp. 335-342, 2000. 

 

Arthur B. Wollocko is a software engineer, who was 

responsible for the work conducted under this effort. 

His areas of expertise include software engineering, 

the design and evaluation of user interfaces, and agent 

based modeling and design. His research interests 

include object oriented programming, intelligent 

systems, and programming methodologies and 

algorithms.  

He has a B.A. in computer science and a minor in 

management and business awarded by Skidmore College in Saratoga 

Springs, NY, and is currently pursuing an MS in information technology: 

software engineering from Harvard University’s Extension School.  

 

Michael Jenkins is a scientist, who provided expertise 

in cognitive systems engineering, interface design, 

human perception and cognition, and information 

fusion.  

Prior to joining Charles River, he worked as a 

human factors and user experience consultant on 

projects including designing systems to monitor, track, 

and react to emergency-care patient status.  

He earned a Ph.D. in human factors engineering from the State 

University of New York, University of Buffalo, where he also earned an 

M.S. degree in industrial engineering. He also earned an M.S. and an M.B.A. 

from Bentley University, and a B.S. in industrial engineering from 

Northeastern University.  

 

Scott Irvin is a software engineer, who was 

responsible for several of the software components for 

this effort, mostly focusing on the components not 

detailed in this paper (Bitalino, PrioVR). At Charles 

River, Mr. Irvin is the Associate Project Lead for 

Enterprise SAVANT, a web based workflow and 

analysis tool.  

Mr. Irvin received his BS in electrical engineering 

from The University of Texas at Austin.  

His interests are in functional programming. Prior to working at Charles 

River Analytics, he started a small company focused on mobile application 

development. He was also a systems engineer for automation at Chevron.  

 

Michael Farry is the Vice President of 

Socio-Cognitive Systems, he was responsible for 

high-level technical direction of the ADVISOR 

effort. He is responsible for the technical direction 

and program management of projects that cover 

socio-cultural modeling, human performance 

assessment, human sensing, and the development of 

software to support intelligence analysis and 

influence operations.  

He received his M.Eng degree from MIT in 2006, and also received his 

B.S. degree from MIT in 2004.  

 

 

 

 

 

 

 

 

 

 

 

 

 

Lecture Notes on Software Engineering, Vol. 4, No. 3, August 2016

228


