
 
Abstract—We present here an architecture compiler, 

namely a software that takes as input the description of a 

processor architecture as it is available from the vendors on 

their web site, and generates an instruction set simulator for 

that processor, which can be readily integrated into a 

simulation framework. This architecture compiler extracts 

relevant information from the .pdf file, translated into an XML 

specification. After further XML transformations, the C++ 

code of the simulator is finally generated. The paper details the 

approach and the results for the ARM Version 7 processor, 

which is suitable for other architectures as well.  

Index Terms—Instruction set simulator, computer 

architecture, hardware simulation, compiler. 

 

I.  INTRODUCTION 

Many organizations are now using virtual prototyping in 

cyber-physical systems development, to run the target 

application software over simulated hardware, so that it can 

be immediately tested. At the heart of virtual prototyping 

solutions are the Instruction Set Simulators (ISS) that 

simulate the processor cores of the system. Most ISS for 

existing commercial processors have been manually coded 

by people who have read the architecture specifications and 

implemented the simulator with manual coding. As a result, 

there are defects in the simulator code that must be found 

through extensive and expensive testing. Moreover, each 

time there is a new version of the architecture, the 

simulators have to be modified manually, and go through a 

debugging phase again. We are presenting here an 

automated approach that generates the simulator from the 

vendor specification, with an architecture compiler, 

avoiding errors introduced in manually coding. The obtained 

simulator is an accurate simulator of the hardware as it takes 

as input the manufacturer specification. Using compiler 

technology in the translation process, we may also reach a 

second objective, to generate a fast simulator. In practice, 

the only thing that processor vendors provide on their web 

site is .pdf files. Hence, we need to have an automated 

process that takes as input a specification in .pdf file and 

outputs an ISS. We have selected the ARM architecture as 

the target for our first architecture compiler. 
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II. RELATED WORK 

There has been much work done around Instruction-Set 

Simulation.  Whereas the early ISS’s used interpretive 

simulation [1], most recent ISS’s have used some kind of 

dynamic cached translation to accelerate simulation [2]-[6], 

a technique in which the binary target code is decoded only 

once and translated into some executable format stored into 

a cache. SimIt [7] is a simulation engine capable of mixed 

interpretive and compiled simulation. While the simulator 

interprets target instructions it generates profiling statistics 

for selecting frequently executed pages to compile. Then it 

generates C code equivalent to the target code, compiled 

into a shared library which is then loaded to replace the 

interpreted code. The C code generator has been manually 

coded. The Edinburgh High Speed (EHS) simulator [8] has 

a dynamic binary translation (DBT) mode using Large 

Translation Units (LTU), i.e. groups of basic blocks. Each 

translation-unit is translated into a C code function that 

simulates the target instructions. A dynamic compilation 

with LLVM intermediate language, is described in [9]. 

QEMU [10] is a fast processor simulator which uses a 

portable dynamic translator. Each target instruction is split 

into fewer simpler instructions called micro operations 

implemented in a library. 

In all of these simulators, the instructions semantics are 

manually coded, even though some code may be generated 

at some point. Several efforts have been made to generate 

partly or entirely simulators to explore new hardware 

architectures. The dominant approach in the past years has 

been to use a high level description language of the 

processor and to generate code with the language compiler. 

Languages, such as LISA [11], MIMOLA [12], 

EXPRESSION-ADL [13] that describe low level basic 

processor operations manually coded into a library. The 

language compilers produce simulation code calling the 

library. But, even though the Instruction Set is described 

with a higher level language generating code, the Instruction 

Set Simulator must be manually coded in the selected 

language. Although this approach is very interesting to 

generate simulators for new exploratory hardware, 

developing a simulator for a commercially available 

processor represents a lot of manual coding, which is still 

error-prone. 

The Rocksalt software [14] is close to our work as they 

have generated a binary decoder from the Intel x86 

specification, but only the decoder, they do not generate an 

entire ISS. In the project described below we develop a new 

approach, which consists in generating the entire simulator 

for commercially available instruction sets, without manual 

coding, starting from the instruction set specification from 

the vendor. 
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III. OBJECTIVES 

We have chosen to use a compiler approach from .pdf to 

C++. We have somehow built an “architecture compiler” 

that extracts relevant information from the .pdf file, possibly 

run several passes over intermediate representations, before 

generating the C++ simulator. We have chosen to represent 

the architecture specification as a set of XML abstract 

syntax trees, as an XML representation of the architecture is 

flexible enough to be enriched, and we could benefit from 

the existence of advanced XML processing tools to build 

our compiler. We have defined a meta language (a domain 

in XML jargon) defining a set of XML tags that represent 

the abstract syntax of an instruction set. These XML tags 

can be modified or supplemented with other tags at each 

step of the compiler. The architecture compiler approach is 

represented in Fig. 1. It consists of a first pass that extracts 

all relevant information from the .pdf file into an XML 

representation, followed by other passes. Each pass 

generates a new XML representation, eventually ending 

with the last step of generating C++ from XML. 

The architecture vendors all publish their specifications 

as .pdf files and the first step consists in extracting the 

relevant information from the .pdf file, removing the 

unnecessary English sentences, to generate the first XML 

representation. Since each vendor follows a particular 

document structure, we have to build an ad-hoc extraction 

process for each of them, although some of this extraction 

code could be reused for another architecture. Despite 

disparity, all vendors have similar organization. At some 

point in the documentation, they describe for each 

instruction of the instruction set, its name, its assembly 

language syntax, the support information (e.g. deprecated in 

version X), its binary encoding and its semantics. The binary 

encoding is precisely defined because all engineers working 

on compilers or binary utilities for this architecture need this 

exact information. This information is mostly conveyed in 

some graphical form, using 2D graphics, to be more human 

readable. 

 

 
Fig. 1. Global architecture. 

 

 
Fig. 2. Example of ARM encodings. 

For example, Fig. 2 shows the encoding specification 

used by ARM, with vertical bars separating the bit fields and 

numbers identifying the beginning and ending bit of each 

field. Also, the specification may use graphical arrows such 

as in the figure to link information on the page. One must 

understand the .pdf graphics semantics to extract this 

information. Although it is complex, at least the binary 

encoding of each instruction can be extracted with a precise 

definition, and this is an area where we did not find errors. 

The instruction semantics specification is where there is a 

large variance among vendors. Some vendors have quite 

formal definitions. Fig. 3 provides an example of the 

language used by ARM Ltd. The manual also describes the 

semantics of the pseudo code used, and we use that 

information to construct the XML meta language. Note there 

is a two-dimensional aspect of the ARM pseudo code 

language as indentation is semantically significant in the 

language, instead of a parenthesized notation; the translator 

must capture the meaning of the indentations. 

 

 
Fig. 3. Example of pseudo-code. 

 

Whatever is the specification language for the instruction 

set, there usually are some axiomatic definition in that 

language (for example a base type of bitstring). Given that 

the architecture compiler must translate these concepts into 

SystemC/C++, some kind of mapping information must be 

provided in addition. A second input has to be provided to 

the process that we call the augments. With the initial .pdf 

file and the augments, then it becomes possible to generate 

the simulator. 

 

IV. METHOD 

The first step of the work consists in analysing the 

input .pdf file and extract relevant information into a set of 

files that are processed by the next steps. To build our 

extractor, we started from the popular open source pdftotext 

tool, which takes as input a .pdf file and generates a text file 

containing only characters, where the page structure and 

layout is relatively well preserved. This tool has all 

necessary software to process .pdf files. We have turned it 

into a ARM extractor software that generates XML files 

from the ARM .pdf specification in one step. The XML files 

at this stage are rudimentary. It consists mainly of two lists: 

a list of basic definitions used throughout the specification, 

and a list of instructions. Each instruction is represented as a 

structure specifying the name, the versions that support this 

instruction, the assembly language syntax, the binary 

encodings and the instruction semantics. Generating a 

simulator amounts to generate mostly three pieces of 

software: the decoder of the binary instructions, and the 

instruction simulator, which comes as a set of C++ classes 

using a base library. 

A. Generating the Decoder 

Each instruction of any instruction set is encoded through 

specific bits that make it possible for the hardware to detect 

which instruction it is. This must be a decidable process, 
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otherwise the hardware would not work. The RISC 

architectures tend to be simpler, however with successive 

versions the vendors have imagined extension schemes to 

encode new instructions. In particular ARM has added a 

variable length encoding and new instructions over 

successive versions, so the encoding bits end up being 

distributed at various places. For example, instruction 

MRRC has its encoding bits at position 20 to 31, but 

instruction STRH has its encoding bits at position 4-7, 20, 

22, and 25-27. The architecture specifications have a chapter 

describing in natural language the principles of the encoding. 

With this information, one can build an architecture specific 

decoder generator as it has been done in [15]. To keep 

generality, we wanted to discover the encoding by using 

some machine intelligence so that we could apply the same 

technique to all architectures, not only ARM. 

The decoder generator is using a technique similar to 

BDD (Binary Decision Diagram). First from the .pdf 

encoding sections, XML structures are generated that 

identify which bits of each instruction are encoding bits. It 

builds a table of all instructions with their encoding bits. 

Starting from that, we can identify for each bit whether it 

can be an encoding bit or not, and if so, differentiate which 

instructions fall under 0 or 1. Once the binary decision tree 

(BDT) is constructed, one can optimize it, mainly to shorten 

its depth to reduce the bit identification. The optimization 

implemented is following 2 steps: a) If one bit leads to an 

instruction by being 1 but leads to no instruction at all by 

being 0, we can overlook this bit by removing the node from 

the BDT. b) If one bit leads to the same instruction whether 

it is 0 or 1, it can be removed too. Further optimization is 

easy to add by implementing operations on the BDT with 

the decision procedure preserved. One might even change 

the order of bit to look at, so as to reduce the average depth 

from root to leaf. It is also possible to adjust the BDT 

according to data collected during runtime. After a bottom-

up optimization, a BDD is retrieved from the BDT. Then, a 

piece of C++ code is generated based on the BDD, 

implementing the decoding function. Basically the algorithm 

is a BDD search, but there is no such BDD in memory when 

running the generated code: the BDD is expressed in the 

code itself.  

Unfortunately, this does not work entirely for the ARM 

instruction set. With only this table information, ARM 

instructions may appear to be ambiguous! Because the 

encoding bits are at different position, and the remaining 

bits define some parameters values (e.g. the registers 

identifiers), it might be the case that the parameter values of 

an instruction would be identical to the encoding bits of 

another instruction, which would render the process 

undecidable. The ARM designers have actually taken the 

opportunity that for some instruction some parameters 

cannot take some values, to precisely use these values as 

encoding bits for another instruction to extend the 

instruction set. This is noted in the formal definition of the 

instruction semantics as a SEE rule. For example instruction 

ADD has the rule if Rn == ’1111’ && S == ’0’ then SEE 

ADR to specify that the encoding is actually an ADR 

instruction when the Rd and S parameters match. With this 

additional information, which can be parsed separately, the 

encodings become unambiguous. 

B. Generating the ISS 

The semantics of each ARM instruction are described as 

pseudo-code as shown Fig. 1 above. The pseudo-code is 

close to a real programming language and is defined with 

precision in the specification. We could relatively easily 

define a formal grammar for that language and generate a 

parser for it. After the extraction from the .pdf, the parser is 

used to parse the pseudo code and generate an abstract 

syntax tree. We are then using the Xerces tool to translate 

XML to C++ and reciprocally. This tool makes it possible to 

define a XML schema using the XML meta language, and 

then generates (i) a C++ representation of the XML tree as a 

set of C++ classes, (ii) a XML parser that internalizes an 

XML file into a C++ memory tree, and (iii) a serializer to 

generate a XML file from C++ tree. Hence, the abstract 

syntax tree constructed by the generated parser can be 

relatively easily translated into an XML tree using the 

generated code. The remaining work consists in enriching 

the XML code with the augments. First, the pseudo code 

includes some basic operators such as bit catenation that do 

not exist in C++. These pseudo language constructs have to 

be substituted with C++ function calls, the definition of 

which can be found in the augments. Second, the ARM 

pseudo language is typed with its own type system. Each 

variable from the pseudo language and each function return 

type needs to be mapped to a C++ type. Mapping data from 

the augment is necessary for that. For example all variables 

starting with letter “R” are 32 bits registers that need to be 

represented in C++ with unsigned integers of size 32 bits, 

whereas variables starting with letter “D” have to be typed 

as 64 bits. Besides, many local variables are declared 

without types, but those are always declared with 

initialization. We have built a type inference mechanism to 

complete typing information. The types are inferred from 

the pseudo-code. For example, we can infer from a=1 that 

the type of new variable a could be int. Or from 

a=Function(), we can infer that the type of a is the return 

type of  Function. However it proved more complex than 

expected to infer all this information. First, a global type 

index is needed to identify the types of all global definition, 

such as a function and a enumeration along with its 

constants. Then, all formal parameters inside a function 

needs to be filled with types declared in the function 

signature. An additional problem is in statement conversion. 

Certain statements need to be transformed into a function 

call. For example, D[i] is not a array access as it seems to be, 

it needs to be replaced as D(i), as a function call returning a 

reference. Similarly, D[i]=a is transformed into D(i, a), 

another function that returns nothing but modifies memory 

state. The final C++ Abstract Syntax Tree is a XML schema 

instance, so it is convenient for us to manipulate the tree 

with functionality provided by the XML tool, which leaves 

room for further transformation or optimization, and can be 

performed massively and automatically. All the generated 

code is in such XML form before it is printed into a text 

C++ file.  

We are plugging our results into the open source SimSoC 

simulation framework [16]. This simulation framework 

based on SystemC includes a dynamic binary translation 

process that requires some particular interface we had to 

comply with. Each instruction must be specified as a class 
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that (i) implements a constructor called by the decoder when 

it has identified such an instruction (taking as arguments the 

parameters of the instructions described in the encoding 

table), and (ii) an exec() method that takes as argument an 

object representing the processor, which executes the 

instruction semantics. Our generator has to be constructed 

that way, where each exec() function is the C++ translation 

of the pseudo-code. The pseudo code accesses local 

variables that are implemented as class variables and 

processor resources. The implementation of the processor 

resources (i.e. registers) must be implemented as a derived 

class of the SimSoC BaseProcessor class, and this is the 

only thing we have to define manually. We defined the 

ARMV7_Processor class to implement access functions to 

processor resources. These access functions are specified in 

the augments and used by the generated code. 

 

V. CONCLUSIONS 

We have described above a way to automatically generate 

a simulator from the vendor’s processor specification in .pdf. 

Although ARM, Power and SH architectures use three 

different languages, each vendor is using a pseudo code 

describing the instructions semantics. In addition one can 

observe that, in the successive versions, the vendors have 

become more precise, and have better defined the meaning 

of their pseudo code language expressions. One can expect 

that in the future they will rely even more on formal 

definitions and less on ambiguous English sentences. 

Therefore we are confident our approach is worthwhile. A 

caveat is that, even though there are quite few, there are 

errors in the specification itself (we identified 13 in the 

ARM Version 7 specification), or sometimes the formal 

language used in the specification is associated with English 

language to complete the information. Therefore it is 

impossible to have a totally 100% automated process 

without any human added information. The augments we 

have defined formalize and compensate for various kind of 

missing information  
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